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Executive Summary

The transition from generative chatbots to autonomous agentic workflows represents a fundamental
phase change in the global economy. Agentic workflows move beyond "dynamic knowledge" (chatbots)
into "dynamic action" (agents), offering horizontal leverage capable of automating 90% of tasks across
thousands of roles. This document synthesizes key methodologies for building, managing, and scaling
these systems, specifically focusing on the DO (Directive, Orchestration, Execution) framework, the
Model Context Protocol (MCP), and the emergence of Agent Teams for complex, parallel
engineering.

Central to this evolution is the shift from probabilistic interaction to deterministic execution. By
wrapping high-level Al reasoning in structured frameworks and persistent specifications, organizations
can reduce error rates from catastrophic levels to manageable business standards (2-3%).
Furthermore, new experimental capabilities allow multiple agents to collaborate in real-time,
functioning as a "digital department" rather than isolated sub-processes.

1. The Agentic Paradigm Shift: From Chat to Action

The current state of Al is defined by an "Al Overhang," where the reality of Al capabilities far exceeds
public perception and current utilization. Most users currently interact with Al through a "low
bandwidth" bottleneck—copying and pasting from a chatbot interface. Agentic workflows break this
bottleneck by allowing the Al to interface directly with the internet, databases, and local file systems.
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The Value of Horizontal Leverage

Unlike traditional automation that seeks to replace 100% of a single role, agentic workflows provide
"horizontal leverage" by automating approximately 90% of 10,000 roles. This allows human supervisors
to transition from manual doers to directors of vast machine fleets, reconfiguring workflows in seconds
using natural language.

2. The DO Framework: Directive, Orchestration, and Execution

The DO Framework is a three-layer architecture designed to constrain the "stochasticity"
(randomness) of Large Language Models (LLMs) and ensure they produce consistent business results.

Layer 1: Directive (The "What")

Directives are high-level instructions, Standard Operating Procedures (SOPs), and goals written in
natural language (Markdown).

e Persistent Context: Directives remain readable by all humans in an organization, ensuring the

system is not a "black box."

e Separation of Concerns: Directives contain zero code; they only define objectives, inputs, and
expected outputs.

Layer 2: Orchestration (The "Who")
The LLM acts as the "Project Manager" or "Orchestrator."

¢ Flexible Reasoning: It interprets the Directive and makes routing decisions based on real-time
feedback.

e The PTMRO Loop: Every agent message follows a five-step loop: Planning, Tool use, Memory,
Reflection, and Orchestration.

Layer 3: Execution (The "How")

The Execution layer consists of deterministic scripts (typically Python) that perform heavy lifting.

o Deterministic Work: Unlike LLMs, code produces the same output for the same input every time.

o Efficiency: Tasks like math, sorting large lists, or calling specific APIs are offloaded to code, which

is 10,000x faster and essentially free compared to LLM tokens.

3. Mechanics of Autonomous Intelligence

Self-Annealing

Self-annealing is the process by which an agentic workflow heals itself. When an agent encounters an

error:

1. The error message is fed back into the LLM.

2. The LLM diagnoses the failure.



3. The LLM updates the Execution script or Directive.
4. The system reruns until successful. This hardens the workflow over time, turning errors into

permanent system improvements.

Memory Systems
Agents utilize three distinct tiers of memory:

1. Short-term (Working): Reasoning tokens used for the current task (often discarded after the run).
2. Mid-term (Intermediate): The back-and-forth message history within a session.

3. Long-term (Persistent): Variables, environment files ( .env ), and system prompts (e.g.,

agents.md ) that persist across sessions.

4. Technical Infrastructure and Interoperability

IDEs as the Modern Cockpit

The Integrated Development Environment (IDE) is the primary interface for agentic workflows. Key

players include:

¢ Visual Studio Code (VS Code): Highly extensible with a massive library of plugins.
e Project IDX (Anti-gravity): Google's streamlined, agent-focused development platform.

e Cursor: One of the first Al-native code editors.

Model Context Protocol (MCP)

MCP acts as a "USB for Al," a universal adapter that allows any agent (Claude, GPT, Gemini) to connect
to any data source (Google Drive, Slack, GitHub) without custom code for every connection.

e Resources: Structured data like database records.
¢ Tools: Functions an agent can call.

e Prompts: Instructions on how to interact with specific servers.

Note on Efficiency: While MCP provides breadth, it is "token-heavy." Loading multiple MCP servers
can consume a significant portion of a model's context window, potentially degrading performance.

5. Advanced Collaboration: Agent Teams

Experimental features in tools like Claude Code now allow for Agent Teams—multiple Al agents
working simultaneously in parallel terminals (T-Mux) to solve complex problems.

Agent Teams vs. Sub Agents

Feature Sub Agents Agent Teams

Primary Goal Isolation and Research Coordination and Implementation



Feature Sub Agents Agent Teams

Communication Isolated (Black Box) Peer-to-Peer Collaboration
Outcome Returns a summary to lead Collaborative shared task list
Token Efficiency High (focused) Low (heavy coordination overhead)

Contract-First Spawning
To prevent agents from "stepping on each other's toes," a Contract-First approach is recommended:

1. Lead Agent defines the overall plan.
2. Upstream Agent (e.g., Database Agent) defines a "contract" or schema.

3. Downstream Agents (e.g., Backend/Frontend) begin parallel work only after the contract is
established to ensure compatibility.

6. Optimization and Implementation Strategy

Spec-Driven Development
To raise code quality, developers should adopt a "specification-first" approach:

1. Store a persistent specification file on a local disk.
2. Review and edit the file with the agent to ensure all tasks are correct.

3. Implement incrementally based on the finalized spec.

The 10x Rule for Optimization

Small optimizations often introduce unnecessary complexity and error risk. Optimization should only be
pursued if it offers an order of magnitude (10x) improvement in:

e Speed: (e.g., moving from serial requests to batch parallelization).

e Cost: (e.g., offloading LLM logic to deterministic Python scripts).

e Accuracy: (e.g., implementing advanced validation steps).

7. Key Quotes with Context

e "Al models are grown. They're not built."
o Context: Discussing the opaque, probabilistic nature of LLMs and why they require deterministic
frameworks (like DO) to be reliable in a business environment.

e "Probabilistic systems doing deterministic work."
o Context: The root cause of Al failure in business. LLMs guess the next token; businesses require
exact, repeatable processes.



e "The goal isn't to master every feature... It's just to be comfortable enough that the IDE
doesn't slow you down."
o Context: Encouraging non-technical users to adopt IDEs, comparing the learning curve to a pilot

learning a cockpit instrumentation panel.

¢ "Shipping code faster does not necessarily mean also shipping quality faster."
o Context: Explaining the need for Agent Teams to perform code reviews and validation pyramid
testing to prevent security vulnerabilities.

8. Actionable Insights

1. Audit for "Copy-Paste" Bottlenecks: Identify where employees are manually moving data between

Al and business tools. These are the primary candidates for agentic workflows.

2. Standardize via System Prompts: Create a master agents.md or claude.md file in every project
root to define the DO framework and error-handling protocols. This ensures interoperability between
different Al models.

3. Offload Math and Sorting: Never ask an LLM to perform complex calculations or sort massive lists
natively. Instruct the agent to write and run a Python script for these tasks to ensure 100% accuracy
and save tokens.

4. Adopt Multi-Agent Parallelism for Implementation: For large coding tasks, use Agent Teams to
handle the backend, frontend, and database simultaneously, but only after an initial "contract"
(schema) has been established by the lead agent.

5. Use Voice for High Bandwidth: Utilize speech-to-text (e.g., Whisper) to provide instructions.
Humans speak faster than they type but read faster than they listen; this maximizes the
communication bandwidth with the agent.

6. Implement the 10x Filter: Before complex refactoring of a workflow, ask the agent to list 10-20
approaches. Only implement those that promise a 10x boost in efficiency to avoid "marginal gain"

bugs.

Want to explore this topic further?

Book a free discovery call to discuss how ManaTech can help
your business implement these ideas.
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